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Abstract. A video affective content representation and recognition framework 
based on Video Affective Tree (VAT) and Hidden Markov Models (HMMs) is 
presented. Video affective content units in different granularities are firstly 
located by excitement intensity curves, and then the selected affective content 
units are used to construct VAT. According to the excitement intensity curve 
the affective intensity of each affective content unit at different levels of VAT 
can also be quantified into several levels from weak to strong. Many middle-
level audio and visual affective features, which represent emotional 
characteristics, are designed and extracted to construct observation vectors. 
Based on these observation vector sequences HMMs-based video affective 
content recognizers are trained and tested to recognize the basic emotional 
events of audience (joy, anger, sadness and fear). The experimental results 
show that the proposed framework is not only suitable for a broad range of 
video affective understanding applications, but also capable of representing 
affective semantics in different granularities. 

1   Introduction 

Digital video systems are creating many new opportunities for rapid access to content 
archives. In order to explore these collections using search applications, the content 
must be annotated with significant features. An important and often overlooked aspect 
of human interpretation of video data is the affective dimension, which is an 
important natural component of human classification and retrieval of information. 
Imagine life without emotion: There would be no joy associated with great art. A 
vicious crime elicits no anger or disgust. Watching our favorite sports team never 
leads to “the thrill of victory or the agony of defeat.” Sadness does not follow the 
death of a loved one because we would not experience love. Without emotion, life 
would be listless and colorless, like a meal in need of seasoning. Recognizing 
multimedia content contributing to this dimension and using it to automatically label 
the significant affective features potentially allow a new modality for user interaction 
with video content.  

Intensive research efforts in the field of multimedia content analysis in the past 15 
years have resulted in an abundance of theoretical and algorithmic solutions for 
extracting the content-related information from audiovisual information [1]. However, 
due to the inscrutable nature of human emotions and seemingly broad affective gap 
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from low-level features, the video affective content analysis is seldom addressed [2]. 
Several research works have been done to extract affective content from video. One 
method is to map low-level video features into emotion space. Hanjalic and Xu found 
in literature connections between some low level features of video data streams and 
dimensions of the emotions space and made algorithmic models for them [2]. The 
relations they found for the arousal dimension were a motion component, rhythm 
component and a sound energy component. The motion component measures the 
amount of motion in video frames. The more motion in the video the more exciting 
this part is. The rhythm component is obtained by measuring the shot lengths along 
the video. The shorter the shot length the more arousing this part is. In the end the 
total energy of the sound track is measured. Again the more energy is in the sound 
track the more arousing the part of the video is. Using these three components they 
modeled a curve, named arousal time curve, to represent intensity of audience’s 
excitement. Although this method can be used to locate video affective content or 
highlights effectively, the recognition of specific affective category is beyond its 
ability. Moreover, in implementation it’s very difficult to choose the appropriate 
Kaiser Window’s parameters according to the different video, i.e., there are not a set 
of constant parameters suited to all kinds of video. Another method is using HMMs to 
recognize video affective content [3]. In this method, empirical study on the 
relationship between emotional events and low-level features was performed and two 
HMM topologies were created. However, it can’t measure the affective intensity and 
discriminate fear and anger due to the lack of proper low-level features (e.g. audio 
affective features).  

 

Fig. 1. Proposed Video affective representation and recognition framework 

Affective state sequences (joy, anger, sadness and fear) 

HMMs 

Video 

Motion intensity 
Sound energy 
Shot cut rate 

Excitement curve 

Fist level 
Second level 

Third level 

  …  … 
Video Affective Tree 

(VAT) 

  
 Middle 

level 
affective 
features    

Sound 
feature 

Color 
feature 

Cinematic  
features

Observation 
vector generator 
 (VQ technique)  

Selected 
affective units 

for training 

Training 
(Baum-Welch 

algorithm)

Dynamic 
programming 

For training        For test 

For training     For test 



596 K. Sun and J. Yu 

Taken these results into account, a novel video affective content representation and 
recognition framework is proposed, which is illustrated by Fig. 1. Firstly, video 
affective content units in different granularities are located by excitement curve and 
then mapped to be a Video Affective Tree (VAT). The affective intensity of affective 
content units in VAT is quantified into several levels from weak to strong (e.g. weak, 
median and strong) according to the intensity of excitement curve. Video affective 
content can be conveniently represented by VAT at different granularities. Next, 
middle-level affective features that represent emotional characteristics are extracted 
from these affective content units and observation vectors are constructed 
subsequently by combining these features. Finally, HMMs-based affective recognizer 
are trained and tested to recognize the basic emotional events (joy, anger, sadness and 
fear) using these observation vector sequences.  

2   Affective Features Extraction 

Little is known regarding the relations between the low-level features and affect. The 
most extensive investigations on this open issue in the context of affective video 
content analysis were presented in [2] and [3]. Their research results show that 
features about motion, shot length and sound energy are generic and robust in 
measuring the excitement level of film affective content; therefore these features are  
 

Table 1. Basic emotion and middle-level audio affective features 
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(a) 
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Fig. 2. (a) Our experimental prototype system. (b) Some extracted audio features. 
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Fig. 3. Video temporal slices (800 frames) extracted by our experimental prototype system  

also adopted to construct the excitement curve in our proposed framework. To 
effectively recognize the basic emotion type, we extract middle-level audio and visual 
affective features from video shots based on the information listed in Table 1. 

The audio features in Table 1 are designed according to the work of Murray and 
Arnott [4]. In our implementation, these audio features are extracted based on MPEG-7 
audio content description [5]. Several MPEG-7 high-level tools designed to describe the 
properties of musical signals are also implemented. These high-level tools include 
Timbre Description Scheme, Melody Description Scheme and Tempo Description 
Scheme. The aim of the MPEG-7 Timbre DS is to describe some perceptual features of 
musical sounds with a reduced set of descriptors. These descriptors relate to notion such 
as “attack”, “brightness” or “richness” of a sound. The Melody DS is a representation 
for melodic information which mainly aims at facilitating efficient melodic similarity 
matching. The music Tempo DS is defined to characterize the underlying temporal 
structure of musical sound. Some extracted audio features are showed in Fig. 2 (a) and 
(b), which are the GUI’s snapshots of our experimental prototype system. Visual 
features (including color and cinematic features) are designed and extracted based on 
the analysis of video temporal slices which are extracted from the video by slicing 
through the sequence of video frames and collecting temporal signatures [6,7]. While 
traditional approaches to video frame sequences analysis tend to formulate 
computational methodologies on two or three adjacent frames, video temporal slices 
provide rich visual patterns along a larger temporal scale and are very suitable for video 
affective content analysis. Fig. 3 gives an example about the temporal slices, which was 
extracted by our experimental prototype system and its duration is 800 frames. 

To apply HMM to the time-sequential video shots which are basic units of film 
affective content unit, the features of each video shot mentioned above must be 
transformed to observation vector sequences in training and recognition phase. We 
use vector quantization technique in generating observation vector sequences. Once 
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the model topology and observation vectors are determined, the next step is to train 
the model and determine the initial, state-transition and emission probabilities. 
Parameter estimation for the HMM is done using Baum-Welch algorithm [8]. 

3   Generation of Video Affective Tree (VAT) 

The excitement time curve indicates how the intensity of the emotional load changes 
along a video, and depicts the expected changes in audience’s excitement while 
watching that video. In this sense, the excitement time curve is particularly suitable 
for locating the “exciting” video segments. Our excitement time curve is inspired by 
the arousal time curve proposed in [2]. Computing the arousal values over time results 
in the excitement time curve ( )E k , which is defined as a function of N  basic 

components ( )if k , i.e., ( ) ( ( ), 1,..., ).iE k F f k i N= =  The function ( )if k  models the 

variations in the excitement level over the video frame k  induced by the stimulus 
represented by the feature i . It is assumed that all of the N  features are selected to 
reliably represent the stimuli which influence the affective state of the audience. Each 
function ( )if k  can be seen as an elementary excitement time curve or the primitive of 

the overall excitement time curve ( )E k , while ( )E k  is obtained by integrating the 

contributions of all component ( )if k  using a suitable function F .The definition of the 

function F  is a weighted average of the three components, which is then convolved 
with a sufficiently long Kaiser window in order to merge neighboring local maxima 
of the components. Then we can get the excitement time curve by scaling the results 
into the 0–1 range. Here 3N = , and the values of 

1( )f k ,
2 ( )f k and

3( )f k  are computed 

according to the features including motion intensity, shot cut rate and sound energy. 
On the basis of the excitement time curve we can generate a group of affective 

content units in different granularities. Namely, given the excitement time curve, 
affective highlights can be extracted by analyzing the values of the curve at different 
levels and those video segments that are likely to excite the audience most should be 
extracted. To explain how to select video affective content units, we illustrate the 
main ideas in Fig. 4 and Fig. 5, which can be depicted as follows: 

1. Convolve the whole video excitement time curve with a Kaiser window and locate 
all the local maximums in the smoothed curve.  

2. Select the time-sequential video shots around each of the local maximums as video 
affective content unit at first level, whose affective intensity is labeled according to 
the value of the local maximum. Here, the values of the excitement time curve are 
quantified into three levels:  weak, median and strong. 

3. All the local minimums of the smoothed curve are located and the whole video is 
divided into several parts at each shot which includes the local minimums (Fig. 4(a)).  

4. Reduce the size of the Kaiser window (to make the excitement curve more 
detailed) and repeat step 1, step 2 and step 3 on every part of the video until the 
number of shots in each sub-part is below the designated threshold (Fig. 4(b)).  

5. Assemble all the video affective content units from the first level to the last level 
and the video affective tree (VAT) is generated (Fig. 5). 
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Fig. 4. Illustration of the generation of affective content units 
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Fig. 6. (a) 2-state HMM topology for modeling the basic emotion. (b) The training scheme for 
affective recognizer. (c) Block diagram of affective recognizer based on HMMs.  

We aim to utilize HMM in two distinct ways for video affective content 
recognition: (i) given a sequence of observations extracted from an affective content 
unit, to determine the likelihood of each model (every basic emotion has its own 
HMM model) for the input data, (ii) given the observation sequences, to train the 
model parameters. The first problem can be regarded to score how well a given model 
matches a given observation sequence. The second problem is attempting to optimize 
the model parameters in order to best describe how a given observation sequence 
comes about. The observation sequence used to adjust the model parameters is called 
a training sequence since it is used to “train” the HMM. The training problem is the 
crucial one for our HMMs-based affective recognizer, since it allows us to optimally 
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adapt model parameters to observed training data, i.e., to create best models for real 
phenomena.  

Therefore, in order to recognize affective content, our affective recognizer contains 
two components: training and recognizing. For each basic emotion e , we build an 
ergodic 2-state HMM eλ ,whose topology is shown in Fig. 6(a). We must estimate the 
model parameters ( , , )A B π  that optimize the likelihood of the training set 

observation vectors for the basic emotion e . The training scheme is shown in Fig. 
6(b). For each affective content unit which is to be recognized, the processing listed in 
Fig. 6(c) should be carried out, namely measurement of the observation sequence 

1 2{ , ,..., }TO O O O= (T is the number of the shots within a affective content unit), via 

the feature analysis of section 2; followed by calculation of model likelihoods for all 
of possible models, ( | )eP O λ , { , , , }e joy anger sadness fear∈ ; followed by selection 

of  the basic emotion type whose model likelihood is the highest, i.e., 

{ , , , }
* arg max { ( | )}e

e joy anger sadness fear
e p O λ

∈
= . The probability computation step is performed 

using the Viterbi algorithm (i.e., the maximum likelihood path is used). 

5   Experimental Results and Discussion 

Preliminary experiments have been done to demonstrate the performance of our 
affective content recognizer. We made a data set from ten feature films such as 
“Titanic”, “A Walk in the Clouds”, “Love Letter”, “Raiders of the Lost Ark”, “Con 
Air”, “Pirates of the Caribbean”, “Scary Movie”, “Spider-Man”, “Lord of the Rings” 
and “the Lion King”. Firstly, the excitement time curves for all the films were 
computed. The algorithms for generating the excitement time curve have been 
realized in our previous work [9]. Next, we utilized these excitement time curves to 
construct the Video Affective Tree for each film. The ground truth for the four basic 
affective events (joy, anger, sadness and fear) was manually determined within the 
extracted video affective units at different levels. The scenes that belong to four 
emotional events were labeled by 30 students. If one of the video scenes was labeled 
with the same emotional event by at least 21 of 30 students, we assigned the scene as 
having one of four emotional events. Shot boundary detection and key frame 
extraction were based on the analysis of video temporal slices and our previous work 
[10]. To compute color features, we transformed RGB color space into HSV color 
space and then quantized the pixels into 11 culture colors such as red, yellow, green, 
blue, brown, purple, pink, orange, gray, black and white [11]. For a key frame of each 
shot, we computed the histogram of 11culture colors. We also computed the 
saturation(S), value (V), dark colors, and bright colors. So, 15 color features were 
extracted from each shot. The motion phase and intensity for each shot was also 
computed. The audio features, such as speech rate, pitch average, pitch range and 
short time energy, were computed using our experimental prototype system (Fig. 2). 
By fusing all of these audio and visual features, observation vectors are generated by 
vector quantization.  

Our problem is to classify observed middle-level feature sequences into affective 
events. Unlike most classical pattern classification problems, the data to be classified 
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is time series data. At first, we applied several traditional machine learning algorithms 
to the features extracted from the dataset mentioned above in the Weka3.5 workbench 
[12]. Due to the poor experimental results, we adopted Hidden Markov Models 
(HMMs) because HMMs are widely used probabilistic models for time series data. In 
addition, several works using HMMs show good potential for video parsing or 
segmentation [13-15]. We also designed Several HMMs topologies to address our 
problem. Finally, HMMs topologies like Fig. 6(a) were adopted in spite of its simple 
structure, because its overall performance is the best one. Leave-one-out cross-
validation is a good choice to measure the error rate of our HMMs-based affective 
recognizer, because the amount of data for training and testing is limited.  Leave-one-
out cross-validation is simply n-fold cross-validation, where n is the number of 
instances in the dataset. Each instance in turn is left out, and the learning method is 
trained on all the remaining instances. It is judged by its correctness on the remaining 
instance – one or zero for success or failure, respectively. The results of all n 
judgments, one for each member of the dataset, are averaged, and that average 
represents the final error estimate. Our experimental results are shown in Table. 2. 
From the results, it can be easily found that most of the affective contents are 
recognized exactly.  

Table 2. Experimental results 

Affective events

Results
Joy Anger Sadness Fear

Number of Affective 
content units 87 105 152 213

Recognized 76 78 124 153

False alarms 18 54 47 102

Precision 80.9% 59.1% 72.5% 60.0%

Recall 87.4% 74.3% 81.6% 71.8%

F-Score 84.0% 65.8% 76.8% 65.4%
 

Affective content is a subjective concept which relies on audience's perceptions. 
Talking about affect (feeling, emotion and mood) inevitably calls for a discussion 
about subjectivity. There are many implementation issues for our proposed video 
affective representation and recognition framework. For example, finding a 
representative training data set in the affective domain is a very difficult task for us. 
The main problem lies in the fact that the variety of content that can appear in joy, 
anger, sadness or fear is practically unlimited. Therefore, it’s difficult to compare our 
experimental results with the other reported results.  



604 K. Sun and J. Yu 

6   Conclusion and Future Work 

In this paper, we propose a novel video affective content representation and 
recognition framework based on Video Affective Tree (VAT) and Hidden Markov 
Models (HMMs). VAT is a new proposed idea, which inspired by the arousal time 
curve proposed in [1]. The limitation of the arousal time curve is that the parameters 
of the Kaiser Window vary according to different video, while VAT can efficiently 
represent the affective content at different granularities profiting from the non-linear 
tree structure. The proposed framework is not only suitable for a broad range of video 
affective understanding applications, but also capable of modeling affective semantics 
in different granularities. The experimental results on feature films show our 
framework is promising. 

Much work remains to be done in this largely unexplored field. First, with regards 
the shortcomings of our work, the low recognition rate of “Fear” and “Anger” shows 
up the inherent limitation of low-level cues (especially visual) in bridging the 
affective gap. This is also a well known problem for emotion theories that categorize 
emotions in the arousal-valence space. Both fear and anger are in the area of high 
arousal and negative valence. This problem is typically solved in 3-dimensional 
models, which use "dominance" as the third axis: fear has low dominance, whereas 
anger has high dominance. Therefore, in the immediate future, we intend to 
implement more complex intermediate-level cues to represent the “dominance” of 
emotions and further improve present results. Second, the existence of multiple 
emotions in the affective content unit requires a more refined treatment. Finally, we 
will also investigate the possibility of using the main actors’ face expressions to 
recognize the film affective contents. 
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